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Abstract
In this paper, I want to illustrate how the components in IBM Watson
that are concerned with parsing natural language analyze a sentence and
contribute to the system’s answer finding components. IBM Watson is a
powerful computer system that was developed with the goal of facilitating
open-domain question-answering. The popular American TV program
Jeopardy provided the developers with a very challenging task. They
set out to make Watson be able to compete against the most successful
Jeopardy players in the game’s history. Before going into the parsing
unit’s two most important components, I will also illustrate how Watson’S
developers made use of linguistic research that has its foot in the late
sixties, especially the work of linguist Charles J. Fillmore. I will also
highlight some of the ways in which Watson’s developers made the system
especially powerful in dealing with the peculiarities of a Jeopardy question,
also arming the system with a powerful set of tools for dealing with natural
language in other areas of application.
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1.1

Introduction
What is Watson?

Work on IBM Watson started in 2007, with the challenge of taking on the TV
game show Jeopardy and its questions and most successful contestants to date.
In 2011, the system was advanced far enough and successfully played the game
against the two highest-ranked players. [3]
Watson is a project in the ongoing field of open-domain question-answering (QA)
that constitutes “one of the most challenging in the realm of computer science
and artificial intelligence. . . ”. [3] What makes the questions in the popular
American TV game show Jeopardy special is the fact that they are not, in
essence questions. Rather, they are formulated as statements, the official term
for them being “clues”. These clues often include references to various fields of
knowledge, puns, and vary in their degree of cryptic phrasing.
Much of the communication between humans is unstructured. Background
information and inference is necessary to interpret it and solve problems. This is
not what computer programs and systems are usually built to do. What makes
dealing with unstructured information an important research field is the fact that
the amount of it is growing faster than the amount of structured information.
[3] Natural Language Processing (NLP) deals with the electronic extraction
of meaning from expressions formed in natural language. This is achieved by
analyzing syntax, context and usage patterns. [3] The complexity of human
language, though, poses great challenges for NLP techniques since there are
always various ways of expressing one specific meaning and the context often
plays into the meaning of a certain statement. According to its researchers,
Watson uses “ . . . hundreds of different cooperating algorithms . . . ” to enable it
to perform competitively in the game of Jeopardy. [3]

1.2

How are questions dealt with in Watson?

While developing Watson, Jeopardy questions were orgranized in three classes:
development, training, and test data. Development data is part of a general
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problem analysis and used to gain insight into a certain problem. Also, technical
approaches and solutions to be integrated into the system are based on it.
Training data consists of a random collection of clues, representative of the
overall problem at hand. These clues are used to train the machine learning
models that shape the output of the various parts of the system. The test data
set is also a representative random sample of clues and is used to measure the
performance of the system. Both the training and test data were never looked
at by the researchers and developers to prevent overfitting of the system. [2]
An example for a particular difficult Jeopardy question would be the following:
In “Ivanhoe” the crusading knight is disinherited by his father because of his love
for her. (Answer: Rowena) [2] This is a difficult Jeopardy clue because it has
both male and female pronouns. The system has to make an assessment as to
which one is the focus of the question. Since these kinds of clues come up quite
infrequently and are also in large part due to the declarative kind of phrasing
used in Jeopardy questions, the developers decided the following: “Any work
done to address clues of this sort would impact only a tiny fraction of Jeopardy
questions and would have little or no utility in other domains. Thus we did not
continue to pursue this issue.” [2]
The sheer amount and diverse functions of the components responsible for finding
and evaluating answers makes the DeepQA system robust. The developers have
conducted experiments during which they have ablated components from the rest
of these systems. “. . . and we consistently find that all but the most dramatic
of ablations have very little effect.” [2] The authors therefore compare Watson
with a suspension bridge, since no single “cable” that holds up the bridge is
indispensable.
The Watson QA system surmises 50 evidence scoring components. The IBM
authors state that on a random sample of 3,508 Jeopardy questions that have
not been answered by the system prior, the system answers 71.1% of them
correctly. After ablating all of the evidence scoring components, the system still
answers 50.0% of the questions correctly. Since these 50 components make up
21.1% of the impact on questions answering, measuring the effectiveness of a
single or a group of components cannot be achieved by simply ablating them
from the system. (The authors state that ablating a single evidence scoring
component from the system rarely produces a statistically significant difference
when answering a few thousand questions and never is the impact at 1% or
above that.) [2]
What the researches have done to measure the effectiveness of these components
is to sort some of them together into an interrelated block and then to measure
their effectiveness when all of them are part of the system compared to when each
component runs on its own. Another way of measuring components’ effectiveness
that the researches have adopted is testing them in a simplified version of
the QA system that includes all components of question analysis, search and
candidate generation but only one evidence scoring component, an answer typing
component. When evaluating the impact of components on this simplified system,
the researchers have found that many components on their own make up for a
difference in accuracy of 2 to 5%. [2]
Some components of the QA system were designed for help in answering a specific
type of question common in the game of Jeopardy (e.g. questions about a very
specific topic). These components are evaluated by assembling questions that
pertain to the area for which the component was designed. [2]
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A component that is so central to the QA system that answering questions is no
longer possible once it has been ablated, is tested by comparing its impact to
the impact of a less sophisticated version of that component. [2]
In this paper, I want to show the workings of the two main components of
Watson’s parser, the English Slot Grammar (ESG) and the Predicate Argument
Structure (PAS) builder. For context, I will go into the linguistic roots of the Slot
Grammar system by showing that its foundation was laid in the late sixties by
linguist Charles Fillmore with his case grammar model. I will briefly discuss the
similarities between case grammar and IBM’s Slot Grammar. After discussing
how the ESG and the PAS builder parse a sentence, I will go into some other
components and features of Watson’s DeepQA system that facilitate question
analysis and answer and go beyond the ESG and PAS components.

2
2.1

Watson’s linguistic roots
Case Grammar

Charles Fillmore first established the case grammar model in his 1968 work “The
Case for Case”. As a system for linguistic analysis, case grammar focuses on
the interrelation between the valence of a verb and the grammatical context
that verb requires. The model is also centered around the centrality of syntax,
meaning that the analysis works downward from the sentence syntax, and around
covert categories, meaning a distinction between syntactic categories, e.g. subject
and direct object, and deep structure categories. [1] In distinguishing between
surface and deep structure features of syntax, interpreting the subject and the
object of a sentence as surface level features, and seeing the phonetic shapes of
nouns as being dependent on many factors, Fillmore wanted to show that case
systems can be compatible across a variety of languages. Surface case grammar
systems are not comparable across various languages. [1]
What the deep case system actually consists of are the semantic roles that
nouns take over in the meaning of a sentence. Fillmore’s model distinguishes
between case forms and case uses, along the same lines as the distinction between
deep and surface structure is drawn. Case use is part of the deep structure of
a sentence, case form, therefore, of the surface structure. Case uses are “. . .
the meanings that the case forms are used to convey and are universal across
languages.” [1] Fillmore himself defined the notion of cases as follows: “[They]
are a set of universal, presumably innate concepts, which identify certain types
of judgments human beings are capable of making about the events going on
around them such as who did it, who it happened to, what got changed, and so
forth.” [4] (Fillmore, 1968, 24)
In Fillmore case grammar model, a sentence is separated into a proposition
and a modality. The proposition, Fillmore characterized as a tenseless set of
relationships involving verbs and nouns. Part of the modality are modalities that
affect the whole sentence, such as negation, tense, mood, and aspect. The model
further segments these parts of a sentence. The proposition consists of a central
verb and a series of case-marked noun phrases. At least one case category must
be chosen for each of these noun phrases and no category can appear more than
once. The case-marked noun phrases are further broken down into a case marker
and a noun phrase. Examples for case markers are prepositions, postpositions
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and case affixes. [1]
In the case grammar model, lexicon entries for verbs include the verb’s case
frame features. These consist of the case frames that will accept the verb at hand.
The case frame for the verb break, for example, looks like this: “+ [ O,I,A]”.
[1] This means that the verb may occur with something that gets broken, which
would be the object (O), with something that is used during the act of breaking,
which would be the Instrument (I), and someone or something who does the act
of breaking, which would be the agent (A). The deep structure includes a case
marker and noun phrase for each case. In English, case markers are prepositions.
The marker for the Agent feature is “by”, “with” denotes an Instrument and an
empty set an Object. [1]

Figure 1: The case grammar structure for the sentence ”John broke the window
with a hammer.” [1]
Figure 1 will make the structure of a sentence using case grammar more
clear. The structure of the case grammar tree also looks similar to the ESG
parse output of Watson.

2.2

From Case Grammar to Slot Grammar

To make use of the insights gained in the case grammar model, IBM developed
the Slot Grammar component to be used in larger systems that facilitates the
development of natural language grammars. The similarities to Fillmore’s case
grammar are obvious: The Slot Grammar system has a lexicalist system with
fewer grammatical rules and they are part of slots in the individual lexical
entries. Slots can be described as syntactic relations. To reduce the differences
of Slot Grammars for different languages, grammatical phenomena are treated
modularly. The validity of his model for various languages was also very important
to Fillmore. Phenomena that can be treated language-independent are provided
in a so-called shell that comes with the system and also includes the parser. [6]
The Slot Grammar system was first worked on in the late seventies and was
reworked around ten years later. It was to eb first put to use in the machine
translation system LMT, which originally used Modular Logic Grammar to
analyze sources. But the switch to the Slot Grammar system was key in making
LMT be able to deal with multiple language combinations. [6]
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3

Watson’s parsing mechanisms

Deep parsing in Watson is achieved through two components of the DeepQA
system: an English (or another language) Slot Grammar (ESG) and a Predicate
Argument Structure (PAS) builder. The Slot Grammar system is an IBM-owned
adaptation of Fillmore’s case grammar model. It was developed at IBM in 1980,
updated in 1989 and first put to use in 1985 in logic-based Machine Translation.
Very close to the case grammar model, every word is considered to have a certain
amount of free slots which either have to be filled or are optional. Analogous to
the case grammar model, these slots make up the so called “slot frame”.
The English Slot Grammar produces parse trees that include both surface and
deep structure information about the sentence at hand. The PAS builder simplifies the parse tree. Auxiliary verbs are deleted, for example, which results
in the two sentences “John sold a fish” and “A fish was sold by John” being
represented by the same PAS output.
In parsing a Jeopardy question and creating answer candidates, Watson runs
through various steps: semantic similarities between various entities are identified, the type of answer that the question aims for is decided, keywords that are
closely linked to the question are identified through semantic connections, and
some passages are marked that are especially closely related to the question. [7]

3.1

English Slot Grammar

The English Slot Grammar parsing can be broken up into four processes: the SG
pipeline, the nature of SG parses, the SG lexical system, and syntactic analysis.
The SG pipeline is independent of the language that the parser is used for.
It divides the text to be analyzed up into meaningful entities and performs a
morpholexical and syntactic analysis. The Slot Grammar analyses constructs
parse trees in which each node refers to a headword which is surrounded on its
left and right (or, maybe more precisely, above and below it) by its right and
left modifier. [7]

Figure 2: A detail of the ESG parse tree for the Jeopardy question ”Chandeliers
look great but nowadays don’t usually use these items from which their name is
derived.” [7]
Each modifier of a node fills one if its slots, meaning it performs a grammatical role or function, together with its headword. As an example from the
Jeopardy question about chandeliers, we can look at the word “chandelier” and
see that it fills the subject slot for the verb phrase with the headword “but”. A
node consists of these parts: 1) the headword, which is saved In various forms
and is usually displayed in its lemma form, meaning infinitive and, in case of

6

verbs, without the word “to”, 2) the ID of the node, usually analogous to the
position of the word in the sentence that is parsed, 3) the IDs of the filler nodes
for the argument, “u” denotes that a slot is unfilled, 4) features of the nodes in
the rightmost column, these might be morphosyntactic or semantic features of
the headword, 5) the modifier status of the node: in the left column, information
is given about the role that this node performs in its mother node; an example
from the questions about chandelies would be the node with the ID 17: We can
see that the word “derived” fills the past-participal predicate slot for the word
“be” in node 16.[7]

Figure 3: The complete parse tree for the Jeopardy question about chandeliers.
[7]
The IDs of the filler nodes, which I have listed under 3), are especially
important for dealing with language in a logical way. Looking at the chandelier
example again, we can see that the word “chandelier”, on the surface, can only
be identified as the subject of the first subset clause. In the deep structure
information of the parse tree, though, “chandelier” is also listed as filling the
subject slot of the words “great” and “do”. This is what makes the Slot Grammar
analysis of a given sentence as powerful a tool as it is, since the information it
extracts goes far beyond a simply surface-level analysis. [7]
The lexical system of Slot Grammar parsing consists of one main lexicon and
any number of additional lexicons. The main or base lexicon includes 87,000
word entries which also consist of the individual word’s inflected forms so that
more forms of each word are recognized by the system. [7]
An entry in a SG lexicon is called a “sense frame” and contains information
about word class, slot options, features of the word (for example whether the
word denotes a physical object, a substance, an artistic composition and so
forth), a subject area test (if a subject has been linked to the text that is to be
parsed, the lexicon entry at hand can be included or discarded), and information
about support verb constructions (for example, if a noun can be made into an
idiomatic expression by adding auxiliary verbs, this can be annotated in the
noun’s lexicon entry). [7]
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Figure 4: The lexicon entry for the verb ”talk”. [7]
The SG syntactic analysis consists of three steps. During the first step, the
lexical analysis is converted into one-word phrases. The second step merges
some of these single words into multi-word phrases. The third step is the main
party of the syntactic analysis. This step works with the phrases that have
been assembled and checks for all possible slots that are listed in the lexicon
whether they have been filled and if so, with what word. This step uses a
scoring system that denotes a parse score for each phrase that has been detected. Watson only uses the highest ranked parse phrases for its further steps. [7]

3.2

Predicate Argument Structure builder

The PAS builder works with the results of the ESG parsing, simplifies them
and makes them more abstract. Doing this, some details are deleted from the
information. An example for this is that the word “by” is deleted in passive verb
structures and is being replaced with the preposition’s object and that all forms
of the auxiliary verb “be” are deleted as well, leaving only the active form of the
verb. [7]

Figure 5: These sentences differ in their meaning, but they would all lead to the
same PAS builder output. [7]
When comparing the (E)SG parse tree with the PAS builder output, several
things are to be noted. The PAS builder output does not include a distinction
between surface and deep structure of the sentence. The words “these” , “do”
and “be” are deleted altogether. If a noun is associated with a determiner, the
determiner is added to the noun’s entry. The features of the words that were
included in the right column of the SG parse tree are deleted completely. [7]
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Figure 6: The PAS builder output for the Jeopardy question about chandeliers.
[7]
The information garnered In the ESG and PAS analysis are used in various
components of the Watson system: in question analysis, various scoring systems,
and the PRISMATIC knowledge base that includes statistics about the amount
of times that words stand in correlated with each other. For the example question
about chandeliers, this might include information about how many times the
word “chandelier” is the subject of a phrase with the verb use, and how many
times a word is the object of the verb “use” with the subject “chandelier”. All
the data in the PRISMATIC knowledge base is used for the building of answer
candidates and the evaluation of questions. [7]

3.3

Other components of Watson’s DeepQA system

As I have already shown, the Slot Grammar and Predicate Argument Structure
builder are the two main components in Watson’s parsing. I also want to discuss
some other components in Watson that are responsible for dealing with natural
language input.
An analysis of the question at hand is the first step in Watson’s processing of a
Jeopardy question. What the question is asking for and how to best construct
an answer are the two main issues in doing this. “Focus” is the term used by
Watson’s researchers and developers to describe the part of the question that is a
reference to its answer. To construct a focus, the system uses lexical answer types
to detect terms that might be a hint towards the question’s focus. Questions
are also classified into one (at least) or (possibly) various types. Furthermore,
elements in questions (Question Sections) that might require answering or should
be handled before the main question can be answered are singled out. [5]
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Lally et. al exemplify focus, lexical answer types, Question Classification and
Question Sections with the following Jeopardy question: “He was a bank clerk
in the Yukon before he published “Songs of a Sourdough” in 1907.“ In this
example, “he” is the focus of the question. Regarding lexical answer types, the
headword of the focus usually is one. Additionally, questions contain other lexical
answer types. Jeopardy questions have the distinguishing feature of being part
of an overall category. This example question is categorized under the heading
“Poets and Poetry”. The lexical answer types in this question therefore, are
“he”, “clerk” and poet”. [5] Examples for the Question Classification element of
Watson’s question analysis are the broad types of Definition, Multiple-Choice,
Puzzle, Common Bonds, Fill-in-the-Blanks, and Abbreviation. The question at
hand is of the most common classification class, Factoid. This classification of
the question is relevant for various parts of Watson’s system, e.g. answering
techniques and machine learning models. The use of Question Sections can be
exemplified by the identification of subquestions or inherent constraints to a
questions, like “4-letter” or “3-word”. [5]
Apart from the ESG and PAS builder, parsing and semantic analysis in Watson
is achieved through a named entity recognizer (NER), a co-reference resolution
component, and a relation extraction component. [5]
For the example question, again, the results of parsing and semantic analysis
produces information about predications, in this case: “publish (e1, he, “Songs of
a Sourdough”)” and “in(e2, e1, 1907)”. The latter information is the recognition
that the publishing event e1 occurred in 1907. Among other information extracted from the question, the system also extracts the relation “authorOf (focus,
“Songs of a Sourdough”)” and “temporalLink(publish(. . . ), 1907)”, illustrating
the extent to which the question has been correctly analyzed and prepared for
question analysis. [5]
The NER is part of the Watson system to facilitate with questions that that do
not use “wh” pronouns but instead use “this” or “these” and “he”, “she” and
“it”, a by-product of the fact that Jeopardy questions are formed as statements
instead of questions. Another facet peculiar to Jeopardy questions is handled
by the co-reference component of the system. Since questions in the show often include an unbound pronoun as an indicator towards the question’s focus.
(An example: “Astronaut Dave Bowman is brought back to life in his recent
novel 3001: The Final Odyssey.”) To facilitate the handling of questions with
this peculiarity, focus finding is run before the co-reference resolution and the
co-reference processing was made focus-aware. [5]
Various patterns have been implemented to detect the focus and the lexical
answer types of a question. Six patterns are recognized and searched for (in
order of their priority): a noun phrase with the determiner “this” or “these”,
“this” or “these” as a pronoun, a question that is stated as a noun phrase in
which case the entire question is labelled as the focus, the existence of one of the
pronouns “he/she/his/her/him/hers” in the question, the existence of one of the
pronouns “it/they/them/its/their”, and the existence of the pronoun “one”. It is
also possible that the question is stated in such simple terms that a focus cannot
be extracted from it. There are some cases where this detection of the focus
and LATs fails and the developers have taken these into account to improve the
ESG. [5]
The categories in which Jeopardy questions are assigned have also been taken
into account as a possible source for LATs. Three conditions are regarded as
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key for extracting LATs from the questions category: category words refer to
types of entities (e.g. “countries”), the entity type is the same as the questions
LATs, and that type or instances of it are not mentioned in the questions. [5]
Question Classification has been implemented into the system to facilitate
processing after the question at hand has been analyzed. Examples for Question classes are PUZZLE, BOND, FITB (Fill-in-the-blanks) and MULTIPLE
CHOICE. A possible detectable signal for questions in the PUZZLE and BOND
categories are familiar phrases that usually precede these types of questions,
like “BEFORE & AFTER”, “ANAGRAMS”, and “COMMON BONDS”. [5]
Fill-in-the-blanks questions can be identified by detecting underscores appearing
in the question or the appearance of quoted phrases next to the question’s
focus. Multiple-choice questions can be detected by the system if the category of
questions lists a sequence of items and the question includes a relation used to
select the correct answer or the other way around. Other Question Classes are
identified by syntactic rules that are more complex than these standard rules.
Various types of Question Sections, which are parts of a questions, sometimes of
a category, that play a specific role, are recognized by the system. These types
are: “LexicalConstraint”, “Abbreviation”, “SubQuestionSpan”, “McAnswer”
and “FITB”. A lexical constraint is a phrase that is not to be used in the query
but is still critical for finding the correct answer, e.g. “this 4-letter word”. If
a term in a question is identified as an abbreviation, this abbreviation is also
associated with its possible expansions. A SubQuestionSpan exists if a question
can be broken down into two or more disjoint sections that both contribute to
the meaning of the answer. McAnswer types are recognized in multiple-choice
questions and the string that represent the answer choices are marked with this
type. The string that is next to the focus in a FITB (Fill-in-the-blanks) question
is marked with the FITB type. [5]
The ESG parser is also used for relation extraction and the passage-scoring
components of Watson. To extrapolate relations between different parts of a sentence, the authorOf relation, for example can not only be instanced by the noun
“author”. The verbs “write”, “compose”, “pen”, and publish, among others,
also indicate this relation. Different syntactic configurations and nominalized or
verbal forms of these words also come into play when establishing relations. The
significance of complement slots is also taken into account. Wang et al. state
that the number of ways to realize a relation in a text is effectively endless but
that the basic principles of economy and expression go a long way of ensuring
that certain relations are valid. [8]
This is another example of a typical Jeopardy clue: “This Norwegian star of
such movies as “Autumn Sonata” was actually born in Japan.” The focus of
this Jeopardy question contains three properties: actorIn, nationalityOf and
bornWhere. In all, 30 relations can be detected by the relation detection module,
each of which is associated with ten to twenty rules. [8]
When parsing a sentence in the DeepQA system, a relation is formed through
three types of features: 1) the types of relation arguments 2) syntactic features
such as subject and words in the dependency path between two arguments 3)
words in the whole sentence. As an example, Wang et. al give the ActiveYearEndDate relation expressed in the sentence “Sauve announced his retirement from
the NHL in 1989.” They list the following features as being part of the overall relation in the sentence: “argument1type [Person, Athlete]; argument2type [Year];
syntactic features in the dependency path [subj, modvprep , objprep]; words in the
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Figure 7: The dependency tree created for the Jeopardy question “Sauve announced his retirement from the NHL in 1989.” [8]
dependency path [announce (verb), in (prep)]; and words in the whole sentence
[Sauve (noun), announce (verb), his (adj), retirement (noun), from (prep), NHL
(noun), in (prep), 1989 (noun)].” [8]
After the ESG parser constructs its tree, a dependency path is extracted between
two arguments. (see figure 7) Seventy-six syntactic features of the sentence at
hand are then extracted from the ESG parse for use in the feature set. Then, the
dependency path and the sentence features are filtered for five parts of speech:
adjective, adverb, noun, preposition, and verb. [8]
The results of relation analysis can also be used to score passages that are
more unstructured. If certain argument types occur often within the same
relations, the system’s topic extraction approach will automatically learn a topic
based on this information and score the passage according to the relevance of
this topic to the question at hand. Among others, the results of the relation
extraction are used in the PRISMATIC knowledge base, keyword search and
knowledge base query. [8]

4

Conclusion

Watson’s DeepQA system is an impressive example of excellence in various fields
of research coming together to create a system that handles the challenge it
was created for in an impressive way. The fact that lingusitic insights first
gained in the late sixties, play such a big part in Watson’s parsing mechanism
is a testament to how classical humanist studies can complement cutting edge
information technology. The developers’ regard for the the issues of focus, lexical
answer types, Question Classification, Question Sections and the named entitiy
recognizer might have stemmed from the will of wanting the system to be able
to deal with any type of Jeopardy clue, but are sure to make the system succeed
in many other applications.
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