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Several of today’s concept learning approaches have been around since over
30 years and have evolved little since then. In this paper we analyze the
nature of learning along several dimensions and describe three classification
learning paradigms: decision trees, artificial neural networks and support
vector machines. Identifying today’s challenges in machine learning we come
to the conclusion that the traditional machine learning algorithms under
analysis have some potential to evolve, but are still ‘good enough’. Solving
the new challenges in classification learning does not depend on the algorithm,
but on how it is used.

II

1 Learning
Learning has always been one of the primary research interests in human sciences.
Understanding how the cognitive progress of knowledge acquisition works has been
continuously studied, but until today and despite all efforts in the fields of psychology,
pedagogy, cognitive sciences, neurosciences and others, it is not entirely clear how this
essential process of human cognition works exactly.
Since the early scientific analyses of [Ebbinghaus, 1885] theories of learning have
been revolutionized quite frequently: concepts like classical conditioning [Pavlov, 1927],
behaviorism [Skinner, 1938], constructivism [Piaget, 1959] cognitivism [Neisser, 1967]
and many others emerged and were dropped again, when it became apparent that they
couldn’t explain all aspects of learning. The Chomsky – Skinner Debate [Chomsky,
1959], where Chomsky by reviewing Verbal Behavior [Skinner, 1957] rigorously disproved
behaviorism as an universal explanation for learning is one gripping example of radical
rethinking in the history of learning theories. Nowadays it is known that not only animals
and humans do learn, but also plants [Karban, 2015] and machines.
In this seminar paper we analyze the nature of learning from an artificial intelligence
perspective. Machine learning caught the attention of the artificial intelligence community
in the eighties of the last century, when knowledge representation had already advanced
such that already first approaches emerged that were trying to teach something to
computers instead of explicitly programming it. With the series Machine Learning:
An Artificial Intelligence Approach Michalski, Carbonell, and Mitchell established a
foundation for this new research branch. The important connection of learning and
knowledge representation is reflected in their definition of learning:
Definition 1 (Learning). “Learning is constructing or modifying representations of what
is being experienced.” [Michalski, 1986, p. 10]
As in this time it was not yet apparent where the journey of machine learning would
lead, it is no wonder that their definition of machine learning was rather general:
Definition 2 (Machine Learning). “Developing computational theories of learning and
constructing learning systems.” [Michalski, 1986, p. 4]
The first part of Definition 2 is straightforward: the authors recognized the research
opportunities to formalize the process of learning and even saw chances for gaining
insights into human learning by understanding machine learning. However, the second
half is lacking: what is a learning system? An earlier definition of Samuel provides a
useful hint:
Definition 3 (Machine Learning). “Programming computers to learn from experience
should eventually eliminate the need for much of [this] detailed programming effort.”
[Samuel, 1959]
Learning from experience is something completely natural for humans to do, but
programming such behavior into machines was a revolutionary idea: in the eighties
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changing a program’s behavior would require altering some lines in the source code and
then recompiling it. While Samuel’s definition has a strong focus on the programming
aspect of software, Mitchell suggest a more general definition:
Definition 4 (Machine Learning). “The field of machine learning is concerned with
the question of how to construct computer programs that automatically improve with
experience.” [Mitchell, 1997, p. xv]
As we now have an overview of the roots of machine learning, we analyze different
strategies of knowledge acquisition in the next subsection.

1.1 Learning Strategies
[Michalski, 1986, p. 14] claim that “in every situation, the learner transforms information
provided by a teacher (or environment) into some new form in which it is stored for
future use.” This transformation from stimulus to representation is a central aspect of
learning as it determines the strategy and thus defines the limits of the learning outcome.
[Michalski, 1986] identify following basic learning strategies which we will discuss
ordered increasingly by the complexity of the transformation process. (i) Rote learning:
information is directly accepted by the learner as it is presented. This is the case in
scenarios where acquired information is not further processed, yet indexed and thus
available for further retrieval. (ii) Learning by instruction: using this strategy, the
learner can decide which information to obtain and which to discard. This means that in
contrast to rote learning duplicate information needs to be stored only once and the learner
has the possibility to perform small (syntactic) changes on the information, e.g., to bring it
into a standardized format. (iii) Deductive learning: here the learner draws deductive,
truth preserving inferences given a knowledge basis. The learning outcome does not
produce new knowledge, but makes implicitly available knowledge explicit. (iv) Learning
by analogy is a combination of deductive and inductive learning: descriptions from
different domains are matched to determine a common substructure – an inductive task.
The deductive part is to perform the analogical mapping. (v) Inductive learning
is subdivided into two areas: learning by examples and learning by observation
and discovery. In the former an information source provides positive and negative
examples and the goal can be to determine rules that describe a class (instance to class,
see Section 2) or to hypothesize a description of a whole object given selected parts of it
(part-to-whole generalization). When learning by observation and discovery the learning
system searches for regularities in data, without depending on feedback on the learning
success. Classical applications of this technique are clustering or genetic algorithms.

1.2 Correctness Issues
The learning success can be evaluated in several ways (see Section 3.1), but one central
aspect is correctness. As the inference strategy of the learner determines the theoretical
basis of correctness, we contrast the process of deductive inference to inductive inference
in the following Figure 1.
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Induction:

Deduction:
All humans are mortal.
Socrates is human.

(Axiom)

Socrates is human.

(Background K.)

(Fact)

Socrates is mortal.

(Observation)

⇒ Socrates is mortal. (Conclusion)

⇒ All humans are mortal.

(Generalization)

Figure 1: Deductive and Inductive Inference
Taking an epistemic perspective, it is clear that deductive inferences are truth preserving,
but not useful to incorporate new information knowledge. Instead, already available facts
are processed in order to make implicitly given knowledge explicit (general-to-specific).
On the other side, inductive inference can never create provably correct knowledge:
when generalizing from specific observations to general concepts, one creates a hypothesis
which can be regarded as true only until a counter example appears (falsity-preserving
[Michalski et al., 1983; Michalski, 1986, p. 8]).
Switching back to a pragmatic attitude, the previous paragraphs become less problematic when we inspect the reality of human cognition. Human cognition generally displays
heuristic behavior, which is prone to systematic biases, but faster than a systematic
(algorithmic) evaluation of our environment. [Tversky and Kahneman, 1974; Kahneman,
2011] As learning is a constant task which must be performed efficiently we heavily use
heuristics. Imagine if we would prohibit ourselves from making inductive inferences: we
could never learn anything new, because it would be impossible to incorporate any new
information. Also, in reality it is not at all a problem if we draw a bad initial hypothesis
– it can be improved until it works most of the time and the counter examples (if they
are relevant at all) can be stored as exceptions to the rule along with the hypothesis.
Definition 5 (Inductive Learning Hypothesis). “Any hypothesis found to approximate the
target concept well over a sufficiently large set of training examples will also approximate
the target function well over other unobserved examples.” [Mitchell, 1997, p. 23]
The Definition 5 is a direct consequence of this pragmatism. As humans heavily rely
on hypotheses generated by inductive inference, also computational learners should be
able to work with epistemically flawed hypotheses: if a good hypothesis is useful for
humans, why shouldn’t it be useful for machines? The question how computers can come
up with good hypotheses is an entirely different one.
After this short overview over learning in general, we state the research question of
this seminar paper:
“How can traditional machine learning paradigms evolve in order to cope
with today’s challenges in classification?”
To answer this question and provide comparability in the learning task, we restrict our
scope to concept learning, which we introduce in the following Section 2. In Section 3
complexities and dimensions of machine learning are discussed. In Section 4 we present
three traditional machine learning paradigms and identify current challenges in Section 5.
Finally, we conclude our findings in Section 6.
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2 Concept Learning
In this paper we will restrict our analysis on concept learning, which is generally speaking
inductive inference from a set of instances to a general concept.
When encountering unknown objects, humans usually process them by identifying the
relevant attributes and placing them into categories. If an inanimate object has four legs
with a board on them, it might be assigned to the ’table’ concept. Conversely an animate
object with four legs and a striped fur can be assigned to the ’animal’ superclass or to
the more specific ’tiger’ and ’zebra’ subclasses if additional attributes would be available.

2.1 Psychological Background
Definition 6 (Concept attainment). “The search for and testing of attributes that can
be used to distinguish exemplars from non exemplars of various categories, the search for
good and valid anticipatory cues.” [Bruner et al., 1967, p. 233]
Bruner et al. describe the cognitive process of concept learning as follows: from a
set of instances that can be characterized in terms of their attributes, a person makes
predictions based on the attributes whether or not they belongs to a certain category.
For each instance the decision is evaluated and the learner can adjust the attributes to be
considered in the categorization. The learner will thus develop a strategy for categorizing
instances which basically optimizes three objectives: “Maximizing the information gained
from each decision, keeping the cognitive strain involved in the task within manageable
limits and regulating the risk of failing to attain the concept within a specified time.
[Bruner et al., 1967, p. 234]” As finalizing a decision has a different impact on the
decision-maker, the aforementioned criteria for the strategy depend on the importance of
an error-prone categorization.
Now that we have elaborated on what human concept learning is all about, we also
discuss the practical use of it. Generally speaking, it makes live a lot easier. Bruner et al.
point our five main achievements of concept learning:
Firstly, it reducess the complexity of our environment. Things must not always
be named exactly what they are, often it suffices to name only the category. For example
when referring to “the Moon”: without having the general concept of the visual experience
of “the only natural satellite of Earth reflecting sunlight”, we would have to address it in
all possible phases from a crescent moon until a full moon, each in all distinguishable
shades of color. Clearly, being forced to use such fine-grained distinctions would make
it hard to come to a point in any everyday discussion and should be left to astronomy
enthusiasts.
Furthermore, being able to categorize an object means that we have identified it.
Even seeing two different things – which we might even not have names for – it is possible
to place them in the same class. As an example think of a Japanese Katana and a Persian
Scimitar. Without being an expert on blades one can easily identify them as swords with
curved blades and if one is presented a saber from the the Napoleonic Wars, it is easy to
identify it as another member of this class.
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As a consequence of the prior aspects, establishing categories based on a set of defining
attributes reduce the necessity of constant learning. Using the context of our
sword example, one can quickly learn that the difference between “knives”, “daggers”
and “sword” mostly depends the length of the blade, instead of the color of the handle
and the inscriptions engraved on the blade.
Another achievement is that categorizing an item provides direction for instrumental activity. This means that one knows which actions might be appropriate to
interact with objects in a certain class and by placing a previously unknown object in a
class one gains an initial set of actions do deal with it.
Last, but perhaps most importantly, categories provide ordering and relations of
classes of events. Hierarchical categories are very useful if we categorize an object as
an animal, we can further categorize it as a bird if it has feathers. Thus, we have an
hierarchy of categories: birds are a subset of animals.

2.2 Machine Concept Learning
Now that we have insights into the psychological background of human concept learning,
we discuss the application of concept learning in machine learning. Many important
problems can be formulated as a concept learning task and it is of great value being able
to automate the classification process. Machines can cope with more data than humans,
do not make errors when applying the learned rules and the process is more formalized:
in contrast to human decision makers, machine learning algorithms typically do not
incorporate a ‘gut feeling’, but make informed and – at least in theory – accountable
decisions. Nevertheless, they are not prone to other types of systematic biases, as
discussed in Section 1.2.
Definition 7 (Concept Learning). “Inferring a boolean-valued function from training
examples of its input and output.” [Mitchell, 1997, p. 21]
Definition 7 formalizes the human concept attainment process from the previous section:
the input is the set of attributes of an object, the output is the membership attribute of
the object regarding a specific category and the “boolean-valued function” is the learned
function deciding whether an unknown object belongs to a category or not.
How can this function look like? It turns out that there are several ways to realize
concept learning. In this seminar paper we will have a look at three: decision trees in
Section 4.1, support vector machines in Section 4.3 and artificial neural networks for
classification in Section 4.2

3 Dimensions of Machine Learning
Before we analyze concrete machine learning paradigms in the next section, this section is
concerned with the dimensions of machine learning: we present some criteria for learning
systems, describe complexities that are involved in the machine learning process and
discuss different perspectives on machine learning.

5

3.1 Criteria for Performance of Learning Systems
Recall from Definition 1 that Michalski regards learning as a process which creates and
manipulates representations of what a system experiences. These representations are the
outcome of the learning process whose quality is determined by following three criteria:
Most important is the validity of the results. As inductive inference is subject to
biases (see Section 3.3), the degree of accuracy of the learned knowledge can vary heavily
between various learning tasks and initial results should be regarded with much care
and skepticism. Validity thus characterizes the precision of the mapping between reality
and representation. The next criterion is effectiveness, which captures the performance
of learning. The more effective the representation, the better the performance of a
system is. Another aspect of efficiency is learning time. As computational power still
increases exponentially following Moore’s Law [Moore, 1965], today run time efficiency
of a learning system becomes less important for implementations of learning algorithms
than parallelization opportunities and memory complexity. Finally, the abstraction
level reflects scope, detail and precision of the description of concepts. Finding an
appropriate abstraction level is inherently hard and determines the explanatory power of
the representation. If the abstraction level is too general, the learning result is trivial
and thus not of any use, but if it is too specific the results might not be comprehensible
for humans and thus again of limited value.

3.2 Complexities of Learning Systems
Fulfilling these criteria in a satisfying way is not easy and there are several issues that
must be regarded and kept in mind when using machine learning algorithms.
(i) Unpredictability. As the “key idea behind learning machines is that they should
be able to create knowledge that can surprise their human creators” [Michalski, 1986,
p. 8] it is eventually quite hard to predict what the outcome of a computation will be.
Thus, a user should be aware of a system’s limitations and biases in order to prevent
harm begin done. (ii) Unprovability. Recall from Section 1.2 that inductive inference
produces hypotheses, not knowledge. Thus “any generalization from specific observations
to known facts cannot in principle be proven correct (not truth preserving), though it may
be disproven (falsity preserving). [Michalski et al., 1983; Michalski, 1986, p. 8]” As we
also discussed, allowing errors in the learning process is condition for incorporating new
knowledge.Still, practitioner of machine learning must be aware of this when interpreting
learning results, especially in sensitive areas. (iii) Incomprehensibility. Depending
on the learning algorithm and abstraction level of the system, it can be hard and even
impossible to comprehend the model created in the learning process and understand the
classification of an concrete example. While e.g., decision tree models are inherently
easy to comprehend up to a certain depth, the output of multilayered artificial neural
networks or high-dimensional Support Vector Machine hyperplane transformations are
well beyond human comprehensibility. In general it would be very helpful to have
“adequate explanation facilities for learning systems in order for humans to be able to
understand and validate machine learning hypotheses.” [Michalski, 1986, p. 9] (iv) Faith
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in Results. When a learning system works fine most of the time the acceptance of it’s
users increases and the produced hypotheses might be assumed valid with an increasing
faith. Nevertheless, users of such systems must still be very cautious as there are several
reasons for which the results can be flawed.

3.3 Machine Learning Biases
Having described many dimensions of machine learning, this section is devoted to explain
why the results of machine learning should be handled with such care. One must be aware
that even with perfect input data (which itself is an unrealistic assumption) learning
algorithms are just as human learning flawed with biases a practitioner must be aware
of. In some cases the bias might be obvious or well researched, in other this might not
be the case. According to [Mitchell, 1997] there are two general biases: restriction and
preference bias.
The restriction bias determines which hypotheses can be expressed by the representation.
Clearly, if the representation is unable to capture certain aspects of the domain, the
results will be flawed. On the other hand, even if a hypothesis is representable by
the hypothesis language, the learning algorithm must be able to come up with correct
hypotheses. Whether or not this is likely to happen depends on the search strategy.
In classification tasks this strategy mainly determines the bias, as there cannot be any
useful generalization without bias. [Mitchell, 1980] With adequate background knowledge
these biases can be exploited to some extend, but as [Schaffer, 1994] puts it: “For every
performance gain [. . . ] there is an equal and opposite effect [. . . ]”. This is an direct
consequence of the “No Free Lunch” theorem for search [Wolpert and Macready, 1996].
In practice one must take care that the positive sides of the search bias outweigh the
negative ones.

4 Algorithms for Concept Learning
In this section we describe three classes of machine learning algorithms: decision trees,
artificial neural networks and support vector machines. All of them are well-suited for
concept learning and due to their age and extensive research they can be regarded as
classic machine learning approaches.

4.1 Decision Trees
While there has been some preliminary work, decision tree learning algorithms as we know
them today have been formalized by Quinlan in the nineteen eighties [Quinlan, 1979,
1986]. They perform inductive inference building up the tree based on a training set by
always selecting the most promising attribute (determined by some information theoretic
measure) first. This makes up the search bias, as smaller trees are preferred over larger
ones [Mitchell, 1997]. In general, the complete hypothesis space can be searched, but in
practice termination criteria are used to exclude subtrees below a threshold of usefulness
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(Occam’s Razor). One of the main advantages of trees is that their reformulation as
if-then rules are easily comprehensible by humans.

4.2 Artificial Neural Networks
Artificial neural networks were invented in analogy to the human neural system. If
some stimuli surpass a certain intensity threshold at a neuron, it fires and propagates
the stimulus to a web of connected neurons. Although the first description of an
artificial neuron was already already described in [McCulloch and Pitts, 1943], the
perceptron was described in [Rosenblatt, 1958] and proven to be unable to classify
linearly inseparable functions in [Minsky and Papert, 1969]. After this setback, research
on artificial neural networks diminished until [Rumelhart et al., 1986] described the
backpropagation algorithm which brought a renaissance to this field and enabled many
successful applications.
The strengths of artificial neural networks are their robustness with regard to noisy
data, their fast model evaluation and the flexibility to experiment with different topologies
for problems with little explicit knowledge about possible solutions.
In this paper we restrict our analysis to perceptrons: “a perceptron takes a vector of
real-valued inputs, calculates a linear combination of these inputs, then outputs a 1 if the
result is greater than some threshold and -1 otherwise.” [Mitchell, 1997, p. 86]

Figure 2: A Perceptron1
Learning is the tuning of the weights w1 . . . wn of the network with examples such that
in the end the model outputs the desired value for each input. This typically involves
several iterations over an example set, where after each instance the weights are updated
according to the perceptron training rule (also called delta rule):
∆wi = η(t − o)xi ,
where ∆wi is the update of the weight, η the learning rate, t the target output for the
current training example, o the output generated by the perceptron and xi the input of
the current training example [Mitchell, 1997].
1

c [Mitchell, 1997]
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4.3 Support Vector Machines
Support Vector Machines are based on the ideas of Vapnik and Chervonenkis which
solved following problem:
Given the training data
(y1 , x1 ), . . . , (yl , xl ),

(1)

(w0 , x) + b0 = 0

(2)

construct the hyperplane
where y is an instance, x the corresponding label; w is the vector of an
attribute and b is the distance, that separates these data and has the largest
margin. [Vapnik, 2006]
In [Vapnik and Chervonenkis, 1974] and in [Vapnik, 1982] it was assumed that the
data was linearly separable. Figure 3 shows three possible separators (hypotheses H1 ,
H2 , and H3 ) for training data that are to be classified into two classes (filled and solid
circles). H3 is a very bad separator, as it classifies nearly all but one instance into the
same class. H1 is a consistent hypothesis with the training data, but as H2 maximizes
the distance between the training examples of both classes it should be preferred over H1 .
Note that this margin maximization is the preference bias of support vector machines.

Figure 3: Linear Separation in Two-dimensional Space2
The assumption that classes are linearly separable is very unrealistic when dealing
with real-world data. But as the idea of maximizing the margin that separates the classes
is intuitively very appealing [Boser et al., 1992] developed a non-linear extension using
kernel methods.
2

c CC-BY-SA ZackWeinberg
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Definition 8 (Kernel Function). K(x, z) = hφ(x)·φ(z)i is called a kernel function, where
φ is a mapping form the feature space to an (inner product) feature space. [Cristianini
and Shawe-Taylor, 2006]
With a kernel function data can be projected into a high dimensional feature space
where the classification decision can be done in a standardized way. Furthermore, the
projection itself eventually offers avenues for computational optimization and can lead to
better generalization itself.
In [Cortes and Vapnik, 1995] the authors present a solution by transforming the feature
space using a dot-product convolution φ which was the last missing piece on the way to
support vector machines as we know them today.

Figure 4: Hyperplane Separation in Two-dimensional Space3
Thus, learning with support vector machines learning is a standardized approach where
the analyst has to choose appropriate attributes in a numerical format and then decide
which kernel function to plug into an implementation of a support vector machine. There
are various well established kernel functions and it is possible to write own kernels that
are suited for specialized domains such as learning on text [Cristianini and Shawe-Taylor,
2006]. As an illustration, we list some well established kernels:
• linear: K(x, z) = xT z
• polynomial: K(x, z) = (γxT z + r)d , γ > 0
• radial basis function: K(x, z) = exp(−γ||kx − z||2 ), γ > 0
• sigmoid: K(x, z) = tanh(γxT z + r)

3

c CC-0 Alisneaky
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5 Today’s Challenges for Learning Systems
In Section 3 we have described the general complexities of learning systems. Today we
live in an era of vast data richness with online systems continuously examining them.
This means there is a huge challenge to acquire useful data, and store it in a meaningful
way, such that it can be retrieved and used in learning algorithms. But even if we assume
these steps as granted, there are several challenges to machine learning itself.

5.1 Issues in Non-Stationary Environments
The primary problem with continuous integration of many data sources is Concept Drift
[Widmer and Kubat, 1996; Gaber et al., 2005], which describes the effect that target
concepts change over time. As it is important to keep the learned model up to date with
the most recent information, [Sugiyama and Kawanabe, 2012] propose to add importance
weights to data. This is especially important when some of the training data does not
have explicit labels as in semi-supervised scenarios [Chapelle et al., 2006] or the training
instances are determined by an active learning approach [MacKay, 1992; Sugiyama and
Kawanabe, 2012].

5.2 Deep Learning
Deep Learning is a trend from the field of representation learning where it is attempted to
increase flexibility by “learning to represent the world as a nested hierarchy of concepts,
with each concept defined in relation to simpler concepts, and more abstract representations
computed in terms of less abstract ones.” [Goodfellow et al., 2016]
Figure 5 describes a deep learning architecture of a multilayer perceptron: The input
layer is a vector of pixels, the first layer tries to capture raw edges present in the image,
the next layer still represents geometric forms as corners or contours, while the last
hidden layer already represents the segmented items of the image. Finally, the output of
the network is a category of the depicted object.

5.3 Adaptations for Traditional Algorithms
Having discussed today’s challenges for machine learning algorithms, we hypothesize how
the traditional concept learning algorithms can be adapted in order to prevail. Many
challenges that arise in the context of non-stationary environments do not directly affect
the actual algorithm, but the way the input data has to be regarded.
5.3.1 Decision Trees
Decision tree algorithms are conceptually simple and have not changed much since the
eighties. The main thing which can be adapted is the information theoretic measure
that selects the most promising attribute for the next branching. While the existing
measures are very mature, it might be that in some cases the use of a different measure
4

c [Goodfellow et al., 2016]
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Figure 5: Deep Learning Hierarchies4
boosts classification accuracy. Also, it might be a fruitful approach to improve the
greedy selection of one attribute by looking further ahead: by calculating the information
theoretic improvement of combinations of attributes until a specific depth one could lower
the error of the greedy attribute selection. The counterargument that this comes with
additional training costs is not very strong as the training of decision trees is quite fast
anyways and in many cases the training time is not so relevant.
5.3.2 Artificial Neural Networks
Improving a neural network classifier for a specific problem is a typical optimization
problem, where we do not expect many fundamental avenues for improvement. Rather,
we see opportunities in extracting useful information [Goodfellow et al., 2016] from
intermediate layers that can be processed using filters [Huang and LeCun, 2006]. One
must note that convolutional or deep learning networks are computationally more complex
and it is hard to create architectures whose intermediate layers represent useful features.
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5.3.3 Support Vector Machines
Recall that the core of support vector machines is the kernel function. As the kernel
function does not only provide a computational benefit, but also directly determines the
classification accuracy writing application specific kernels is the most promising avenue
to improve classification with support vector machines.

6 Conclusion
In this seminar paper we have approached classification learning from a cognitive sciences
perspective, discussing learning strategies, dimensions of learning systems and issues
regarding correctness of learning and inductive biases. Furthermore, we have introduced
three paradigms widely used for concept learning: decision trees, artificial neural networks
and support vector machines. Analyzing today’s machine learning challenges we conclude
that there is not much to be changed in the core algorithms themselves, but in the way
they are used. Deep learning rearranges traditional perceptrons in network structures
such that more meaningful information than the final output layer can be extracted from
the inputs. Support vector machines can further improve with kernels that are better
suited for generalization.
These findings support other research like [Fernández-Delgado et al., 2014], which
evaluate 179 classifiers over 121 data sets and find only very small differences between
the best implementations of random forests, support vector machines, artificial neural
networks and decision trees (one classifier of each of those families is ranked within
the top ten). In fact, there is no significant difference between the winning random
forest implementation, the best support vector machine and the best neural network
[Fernández-Delgado et al., 2014].
We thus conclude that future classification success is not depending on the advancement
of current algorithms, but on how the input data is used to maximize generalization
success. Of course, some application areas will be intractable until the invention of
completely new algorithms, but such advancements are speculative, or as Turing puts it:
“We can only see a short distance ahead, but we can see plenty there that
needs to be done.” [Turing, 1950]
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