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Abstract. ID3 is an algorithm that efficiently creates decision trees even
from large datasets. First introduced in 1986 it was constantly improved
to work more efficient and to create simpler and more correct decision
trees for classification problems. ID3 and its successors are white box
algorithms whose output is theoretically comprehensible by humans.
Therefore they are not only but especially recommended for use cases
where humans can use assistance to make decisions and take actions.
This paper analyzes ID3 and its successor C4.5 for their strengths and
flaws and points out new approaches in the field of artificial intelligence,
which try to enhance the comprehensibility of other approaches in artificial intelligence.
Keywords: artificial intelligence, ID3, C4.5, white box, decision tree,
comprehensibility
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Introduction

Artificial intelligence (AI) is a growing field in todays science and continues to
influence the humans daily life more and more. In comparison to everyday life
applications like smart home devices with speech recognition or self driving cars
which are still error-prone, AI in science contexts can be more complex and
therefore be a better representative of the term artificial intelligence.
AI ranges from complex and computation-intensive approaches like neural
networks such as deep-learning (LeCun, Bengio, & Hinton, 2015) to greedy but
very efficient algorithms like ID3 (Quinlan, 1986) which induces a decision tree
from datasets. In comparison to neural networks whose decisions can only be
reconstructed if another algorithm such as LIME (Ribeiro, Singh, & Guestrin,
2016) explains their predictions, simple decision trees, the output of the ID3
algorithm, are a white box and can therefore be directly interpreted by humans.
Since artificial intelligence has the potential to be an assistive technology
in many fields where humans make decisions and take actions based on predictions of AI algorithms, it is fundamental to understand which information
builds the foundation for the outcome of an assistive AI algorithm (Ribeiro et
al., 2016). This, by a human, gained trust is based on the comprehensibility of
an AI algorithms decision, and is not only but especially in medical applications
of importance. If a physician uses assistive AI algorithms that work as black
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Table 1. A small training set.
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boxes he is not able to correctly estimate in how far the given information is
worth being considered for a diagnosis or the selection of a treatment.
Therefore it is ethically implicated to use white box AI algorithms whose
decisions can be comprehended by the humans who use them. This can either
be accomplished by applying algorithms like LIME to black box algorithms,
or by using algorithms such as ID3 which are designed to give comprehensible
output.
This paper gives a critical analysis of the ID3 algorithm, its strength and
flaws as well as useful advancements like the C4.5 algorithm (Quinlan, 1993).

2

Background

ID3 was designed for huge induction tasks with huge training sets that contain
many objects with many attributes. To make ID3 efficient for this kind of tasks,
it uses a greedy search algorithm which does not use backtracking as this would
lead to an exponential runtime. Therefore it constructs simple decision trees,
but does not necessarily find the best decision tree for a training set (Quinlan,
1986).
2.1

General Functional Principle

ID3 uses an iterative structure. First a subset of the training set is randomly
chosen, then a decision tree which correctly classifies every object in the subset
is formed. Afterwards every object from the training set gets classified with the
decision tree. If the decision tree classifies every object of the training set correctly, the ID3 algorithm terminates. Otherwise some of the incorrectly classified

objects are added to the subset and a new decision tree is formed. This process
repeats until a decision tree is found which correctly categorizes all objects in
the trainings set. Quinlan (1986) states, that this way with only a few iterations
a decision tree for a training set with up to thirty thousand objects and up to
fifty attributes can be found. But according to O’Keefe (1983) the theoretical
limitation exists, that the subset must be able to grow until it is the training set
so that the algorithm terminates.
Table 1 shows the Saturday training set which contains 14 objects with the
four attributes: outlook, temperature, humidity, and windy, as well as the resulting
class N or P of each object. By this example the ID3 algorithm is explained in
the following, assuming that the training set is also the subset.
X

Gain(S, A) = Entropy(S) −

v∈values(A)

|Sv |
× Entropy(Sv )
|S|

(1)

The attribute with the highest information-gain is chosen as the root of the
tree. Equation 1 shows how this information-gain is computed. Here S represents
the whole sub set, while Sv represents all objects with one manifestation of one
attribute i.e. all objects with a sunny outlook. Essential for the information-gain
are two things: First the probability of an attributes manifestation occurring
|Sv |
|S| and second the Entropy of S and of Sv , which is, for training sets with two
resulting classes, calculated as shown in Equation 2. For training sets with more
than two resulting classes Equation 3 is used.
Entropy(S) = −p⊕ × log2 p⊕ − p × log2 p
Entropy(S) =

n
X

−pi log2 pi

(2)

(3)

i=1

The entropy of an attribute describes its average amount of information. A
lower entropy means, that the attribute is better at predicting the class outcome
of an object. Imagine you have two dices with six sides each, where dice one has
three sides with an A and three sides with a B while dice two has five sides with
an A and only one side with a B. If you throw both dices and have to predict
if they show A or B your chances to correctly predict what dice two shows are
much higher. Therefore dice two has a lower entropy than dice one. For better
understanding Figure 1 shows the graph for a binary entropy.
The information-gain of an attribute is calculated by taking the entropy of
the whole subset and subtracting the entropy of each manifestation weighted
with the probability of its occurring.
2.2

Sample Calculation of the Root

Figure 2 shows the ID3 decision tree formed from the training set. With an
information-gain of 0.246 bits outlook is chosen as the root of the decision tree.
The outlooks information-gain is calculated as follows.

Fig. 1. Graph for binary entropy.

Fig. 2. The ID3 decision tree formed fro the Saturday training set.

The entropy of the whole training set results from the distribution of the two
classes. As shown in Table 1, of the 14 objects in the training set, five objects
are of the class N and nine objects are of the class P.
Entropy(S) = −
Of the objects
belong to class
P and p o = 40
belong to class

9
9
5
5
× log2
−
× log2
= 0.940 bits
14
14 14
14

(4)

with sunny outlook p⊕s = 25 belong to class P and p s = 35
N, of the objects with overcast outlook p⊕o = 44 belong to class
belong to class N, and of the objects with rainy outlook p⊕r = 35
P and p r = 25 belong to class N.
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Entropy(Ssunny ) = − × log2 − × log2 = 0.971 bits
5
5 5
5

(5)
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4
Entropy(Sovercast ) = − × log2 − × log2 = 0.0 bits
4
4 4
4

(6)

3
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2
Entropy(Srainy ) = − × log2 − × log2 = 0.971 bits
(7)
5
5 5
5
The entropies then get inserted into the information-gain equation, where they
are multiplied with the probability of occurrence and the following is calculated:

Gain(S, outlook) = 0.940 −

5
4
5
× 0.971 −
× 0.0 −
× 0.971 = 0.246 bits (8)
14
14
14

Compared to the other three attributes, as seen below, outlook gives the
highest information-gain and is therefore the root of the ID3 decision tree.

Gain(S, outlook) = 0.246 bits
Gain(S, humidity) = 0.151 bits
Gain(S, wind) = 0.048 bits
Gain(S, temperature) = 0.029 bits
After finding the root, the above presented process is repeated with the remaining attributes for each branch that does not contain only objects of one
class – like the overcast branch – and therefore becomes a leaf. The result is the
decision tree shown in Figure 2.
2.3

Predictive Accuracy and Efficiency

Quinlan (1986) tested the predictive accuracy of ID3’s decision trees by using
only a part of given training sets and applying the resulting decision tree to the
remainder of the original training set. The first domain contained 1.4 million
chess positions which were described by 49 binary-valued attributes, resulting
in 715 distinct objects. When building decision trees from randomly picked 20%

of objects of the original training set, 84% of the remaining objects were classified correctly. A second test with this domain used 551 objects described by 39
attributes. With the same procedure as mentioned before, a similar predictive
accuracy of 84% was reached. Quinlan (1986) also used a simpler domain with
1,987 objects completely correctly categorized by a decision tree of 48 nodes.
In this domain decision trees, formed from training sets containing 20% of randomly chosen objects, correctly classified 98% of the remaining objects. Those
three tests show, that ID3 produces not perfect but usable decision trees for
predictions.
Quinlan (1986) found that ID3’s computational requirement for each iteration – and for the entire induction process – is proportional to the product
of:
1. The size of the training set.
2. The number of attributes.
3. The number of non-leaf nodes in the decision tree.
Therefore, with increasing dimensions of the induction task, no exponential
growth in time (how long does the algorithm take to complete) or space (how
much working memory is needed by the algorithm) could be observed.
2.4

Noise

Heretofore only artificial and hence entirely accurate training sets were considered, but in reality data is to some degree defective. Medical tests for instance
have an error rate, attributes can depend on subjective judgments or an object
gets misclassified. These non-systematic errors in real-world data training sets
are called noise and can lead to inaccurate or to overly complex decision trees.
Therefore the algorithm has to fulfill two more requirements:
First the algorithm must be able to prevent overfitting and hence to decide if the predictive accuracy can be improved by testing further attributes.
This is accomplished by using the chi-square test for stochastic independence,
which tests an attribute for irrelevance and if so, does not use it. According to
Quinlan (1986) using the chi-square test prevented overfitting and did not affect
the performance in noise-free training sets. Figure 3 visualizes the problem of
overfitting. The red line shows the error-rate of the decision trees predictive accuracy, while the blue line shows the error-rate of the decision trees classification
accuracy within the training set.
Second requirement is, that the algorithm must be able to work with inadequate attributes. This means the problem, that a branch needs to end in an
ambiguous leaf, as the remaining attributes are unable to distinguish between
objects. To accomplish this with a minimized sum of absolute errors the ambiguous leaf is assigned to the more numerous class. Means, coming back to the
saturday training set, the leaf is labeled P if p > n, N if p < n and P/N if p =
n.

Fig. 3. Visualization of the problem of overfitting. (Y-axis: error-rate; X-axis: complexity of decision tree)

Quinlan (1986) points out, that noise in a single attribute has no huge effects
on performance, but noise in all attributes leads to a relatively rapid increase in
error.

3

Improvements and Successors

ID3 is a fairly robust technology for building decision trees from examples, but
it lacks some abilities and is hence improvable.
Quinlan (1986) states that the information-gain as a selection criterion is
systematically favoring attributes with more values. A information-gain-ratio
which relativizes the information-gain with the number of attributes can solve
this problem. Take for example the Gain(S, outlook) = 0.246bits which is chosen
as the root of the decision tree. The new selection criterion information-gain-ratio
uses the following equation:
gain ratio =

Gain(S, A)
IV (S, A)

(9)

With the following equation for IV (S, A):
IV (S, A) = −

v
X
pi + ni
i=1

p+n

log2

pi + ni
p+n

(10)

With inserted figures, where the numerator is the number of the different manifestations (sunny, overcast, rainy) of the attribute outlook and the denominator
is the number of objects in the subset:

5
5
4
4
5
5
log2
−
log2
−
log2
= 1.578 bits
14
14 14
14 14
14
The resulting information-gain-ratio therefore is:
IV (S, outlook) = −

(11)

0.246 bits
= 0.156 bits
(12)
1.578 bits
This new selection criterion still selects outlook as the root, but it creates
decision trees with better predictive accuracy and less nodes, if an attribute has
not to many values.
One problem with ID3 is that it can only handle continuous values by partitioning it into two intervals (Fayyad & Irani, 1992; Quinlan, 1986). Fayyad and
Irani (1992) introduced a continuous-valued attribute discretization which uses a
information entropy minimization heuristic and is able to partition an attribute
into more than two intervals. Tested on different data sets with continuousvalued attributes Fayyad and Irani (1992) found, that their in ID3 implemented
algorithm was able to significantly speed up the evaluation process. Quinlan
(1993) introduced ID3’s successor C4.5 which acknowledges the above mentioned
changes and implements a solution in C4.5 Rel 8 that reduces the error rate and
tree size as shown in Figure 4 from (Quinlan, 1996b).
gain ratio =

Fig. 4. Summary of improvements in revised C4.5 version.

C4.5 also tries to improve in the area of overfitting and therefore uses pruning. Pruning of decision tree means, that after a decision tree is generated for
the subset, the subtrees are – under certain circumstances – replaced with a
leaf. According to Quinlan (1993) C4.5 calculates the estimated error of every
subtree and replaces it, if a leaf with a lower estimated error exists. In practice
C4.5’s pruning method can often improve results, but as Schaffer (1992) points
out, pruning can also decrease a decision trees accuracy. Nevertheless Quinlan
(1996b) also improved the mehtod of pruning with C4.5 Rel 8, so that its decision trees have a 10% lower error on average compared to C4.5 Rel 7. To further
improve C4.5’s classification error Quinlan (1996a) implemented the boosting algorithm from Freund and Schapire (1996), which often could reduce the error
rate compared to the not boosted C4.5 algorithm.

As stated above many of ID3’s flaws were eliminated with its successor C4.5.
Furthermore it is clear that the algorithm gets constantly improved as another
successor (C5.0) was released in 1997 (Wu et al., 2008). Consequently Blackmore
and Bossomaier (2002) found, that C5.0 even performs better than one of its
competitors (J48.PART) in the profiling of missing persons. Even though it has
similar error rates it uses approximately 10% less rules to classify the objects
in the dataset. Its commercialization in form of See5, which is capable of multithreading1 , indicates that there are many use cases for such algorithms.

4

Conclusions

The motivation of this paper has been to analyze ID3 and its successors, as well
as their ability to act as white box algorithms whose output is comprehensible
for humans. Considering that an improved version of ID3 constructs a decision
tree with 143 nodes from a chess data set with 551 objects, it gets clear that
for complex problems even decision trees easily become very difficult or even
incomprehensible to humans. For less complex problems though decision tree algorithms can help humans to understand a classification problem. C4.5 and C5.0
even implement an output in a ruleset form which is said to be even more comprehensible than decision trees (Wu et al., 2008). Nevertheless Quinlan (1986)
states that: ”Experts who are shown such trees for classification tasks in their
own domain often can identify little familiar material.”. It is therefore indicated,
that ID3 and its successors probably not find the rulesets or decision trees which
are the most explicable solutions to a classification problem.
With new solutions like LIME (Ribeiro et al., 2016) which retrospectively
makes the output of black box algorithms comprehensible, it is no more necessary
to rely on white box algorithms. If a neural network or a random forest (Breiman,
2001) can find a solution to a classification problem which is more comprehensible
and probably assessed as more typical by experts, this might make white box
algorithms obsolete.
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