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Abstract. This work reviews two different systems for sentiment classification, the pioneer system of Pang et al. (2002) and the successor
system developed by Tang et al. (2014). In contrast to the former system that treats sentiment classification of texts as a special case of text
categorization and uses a bag-of-words representation, the latter one exploits word embedding models that can incorporate sentiment information into the feed-forward neural network to learn sentiment-specific word
embeddings from scratch. Focusing on learning sentiment-specific word
embeddings tailored for sentiment classification tasks, Tang et al. managed to overcome the limitations of existing word embedding learning
algorithms that did not prove to be effective enough if directly used for
sentiment classification. I will review in this paper how the pioneer system set new perspectives and outlined the further direction of the work
in the domain of sentiment classification and how the work of Tang et al.
adjusted the latest approaches to the NLP tasks in such a way that they
incorporated sentiment information necessary for the tasks of sentiment
categorization.
Keywords: distributed representations, sentiment classification, neural
networks, support vector machines, word embeddings
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Introduction

Text classification (also known as text categorization) is the task of assigning a
category or several categories to a text document from a set of given categories.
Its initial purpose was to classify documents according to their subjects. But in
the context of the Web 2.0 and social media, the task of deciding whether a subjective text (for example, a textual review of a product) is positive or negative
has emerged. This particular task is known as sentiment classification or polarity classification. The majority of initial approaches to this problem followed the
idea introduced by Pang et al. who built classifiers from reviews with manually
annotated sentiment polarity based on the bag-of-words representation of documents and hand crafted features. Later approaches (for example, Mohammad,
Kiritchenko, and Zhu (2013)) extended manually extracted features with diverse
sentiment lexicons and could significantly improve the performance of such classifiers. But sentiment classification even with only two categories (positive and

negative) turned out to be a more difficult task than a topic classification task.
Apart from that, feature engineering requires so much effort that search for new
strategies in the field of sentiment classification was inevitable.
With that idea researchers looked for the possibilities to make the learning
algorithms less dependent on manually created features, i.e. to learn word representations (also known as word embeddings) from the text. A word embedding
is a dense real-valued vector that represents a word in a multidimensional vector space. Word embeddings, when used as the underlying input representation
of sentences and documents, further increased the performance of the machine
learning algorithms applied to various natural language processing (NLP) tasks.
But general word embeddings model the syntactic context of words and ignore
the sentiment information of the text. Thus, these models map good and bad
too close to each other because they share the same context. Whereas it is a
desired behavior for such NLP tasks as POS-tagging and disambiguation, it is
a disaster for sentiment classification as the directions of the word vectors of
good and bad should be opposite. With that in mind, the team of Tang et al.
developed a system that automatically learns discriminative sentiment-specific
features from the text and performs comparably with hand-crafted features in
the top-performed system in SemEval 2013 (Nakov et al., 2013).
In the next chapter I will give an overview of the related work in the domain
of sentiment classification. After that I will describe the pioneer system of Pang
et al. (2002), introduce current word embedding models and Tang et al. (2014)’s
approach to learning sentiment-specific word embeddings tailored for sentiment
classification. Finally, in the last chapter I will give a critical overview of the
results as well as advantages and limitations of both introduced approaches.

2

Related Work

The section gives a brief review of the related work in the field of sentiment
classification from two perspectives: sentiment categorization using bag-of-words
representation of texts and learning continuous representations for sentiment
classification using neural networks.
Initially research on sentiment-based classification was at least partially knowledge-based. Some of this work focuses on classifying the semantic orientation
of individual words or phrases, using linguistic heuristics or a pre-selected set of
seed words as described in Turney and Littman (2002). Later the work on sentiment classification of entire documents often involved either the use of models
based on cognitive linguistics like the work of Sack (1994) or the manual or
semi-manual construction of discriminant-word lexicons like, for example, in the
work of Tong (2001). The system that made use of dictionaries of sentiment
words with their associated sentiment polarity was described by Turney (2002).
The researcher treated negation and intensification separately and computed the
sentiment polarity for each sentence (each document or each review). Turney
(2002)’s paper on classification of reviews describes the work that is closest to
Pang et al. (2002). He employed a specific unsupervised learning technique based

on the mutual information between document phrases and the words like “excellent” and “poor”, where the mutual information is computed using statistics
gathered from large corpora.
Later the approaches switched from using sentiment lexicons to feature engineering which directly influences the performance of sentiment classifiers. The
most representative system was developed by Mohammad et al. (2013), which
is the top-performed system named NRC in SemEval 2013 in Twitter sentiment
classification task. They implemented a number of hand-crafted features and
focused on learning discriminative features automatically from massive distantsupervised tweets (training set created from the massive noisy-labeled tweets
selected by positive and negative emoticons present in the tweet text).
With the revival of interest in artificial neural networks, Bengio, Ducharme,
Vincent, and Janvin (2003) described the architecture that could convert words
into their continuous representations that later proved effective in a variety of
NLP tasks, such as parsing, language modeling and named entity recognition.
Their work was used as a basis for further development done by Collobert et al.
(2011) who built a model known as C&W model in the form of a multilayer neural
network. It was analogous to Bengio et al.’s model, but it partially avoided expensive computations. Later the revolutionary work of Mikolov, Sutskever, Chen,
Corrado, and Dean (2013) appeared with the word2vec package that allowed to
learn word embeddings way faster compared to all previous approaches. Their
word embeddings became accessible for all researchers interested in NLP and
launched thousands of papers based on word embeddings presented at conferences in NLP. Unlike Mikolov et al.’s approach that can learn only generic word
embeddings, Tang et al. (2014) suggested an approach that can learn sentimentspecific word embedding from scratch.

3

The Pioneer System

Pang et al. (2002) developed the system that classified documents by sentiment
and could assign a positive or negative label to a review. The aim of the work
was to examine if sentiment classification can be seen as a special case of topicbased categorization (with the two topics being positive sentiment and negative
sentiment), or if special sentiment-categorization methods need to be developed.
They worked with the movie review domain because they could use online collections of reviews with an available rating indicator expressed in the
number of assigned stars to each review. Thus, it was possible to use the data
for supervised machine learning without the need of manual data annotation.
The source of the data was the Internet Movie Database (IMDb) archive of
the rec.arts.movies.reviews newsgroup1 . The authors worked with positive and
negative reviews and discarded all neutral reviews. Finally, there was a set of
752 negative and 1301 positive reviews. More details on the resulting corpus are
provided in the third section of the paper of Pang et al.
1

http://reviews.imdb.com/Reviews/

Using simple statistics of the data, the group of researchers selected words
that were good indicator features to perform sentiment classification in general.
Using human word lists they set the baseline of 69% as a reference for the comparison with the further results using machine learning algorithms. They experimented with naive Bayes classifier, maximum entropy classifier and a support
vector machine because these classifiers proved to be effective in text categorization studies. The movie reviews were used for the creation of a bag of words
model where each document d was represented by its vector:
d := (n1 (d), n2 (d), · · · , nm (d))
where ni (d) is the number of times a feature occurs in document d and m is
a number of predefined features corresponding to the words from the model
dictionary extracted from all reviews.
The researchers experimented with the number of features and extended unigrams from bag-of-words with bigrams, part of speech tags, tried to use only
adjectives from each review, experimented with top unigrams only and introduced position as a feature for each classifier. The position feature expressed a
word’s position in a review: first quarter, last quarter, or middle half of it. But
all these changes were less effective than the replacement of feature frequency
by its presence. It means that they replaced a feature-count vector by 1 and 0,
i.e. they binarized the document vectors, setting ni (d) to 1 if a feature appears
in d and 0 if it does not. Using only feature binarization applied to the unigrams
from the initial bag of words model yielded the best result of 82,9% using a support vector machine classifier. These results were achieved in a three-fold crossvalidation setting where the research group avoided skewed class distributions by
random selection of 700 positive-sentiment and 700 negative-sentiment reviews.
It significantly outperformed the human-produced baseline of 69% defined before the core experiments. Interestingly, the superiority of presence information
in comparison to frequency information contradicts previous findings made in
topic-classification work of McCallum and Nigam (1998) who achieved better
results with introduced frequency information.
Though Pang et al. observed good results, the three machine learning methods they employed did not perform as well on sentiment classification as on
traditional topic-based classification performed by Joachims (1998) and Nigam
(1999). The same classifiers were used for the topic-based categorization and
using bag-of-words representation of reviews they achieved accuracies of 90%
and above for particular categories. It should be mentioned that those results
were for the settings with more than two categories and they were significantly
better than the results for the binary task of sentiment classification Pang et
al. worked on. Therefore, Pang et al. concluded that sentiment required more
understanding than the usual topic-based classification because it could be expressed in a more subtle manner than topics that could be identified by keywords
alone. Additionally, they pointed out that sentiment classification needed some
way of determining the focus of each sentence, so that one could decide when
an author was talking about a film and when he/she introduced references to

other movies or personal experiences. It means that they needed to differentiate
between sentences that were on topic from those that were not. And exactly
these findings and suggestions were helpful for the research groups who decided
to treat the problem of sentiment classification using word representation in the
form of word embeddings.

4

Word Embeddings

Word embedding is the collective name for a set of feature learning techniques in
NLP where words or phrases from the vocabulary are mapped to real-numbered
vectors. The term word embeddings referring to dense representations of words in
a low-dimensional vector space is interchangeable with terms word vectors and
distributed representations. Though learned in an unsupervised manner, such
embeddings proved to be exceptionally successful in many NLP tasks and replaced traditional time-consuming handcrafted features. Most of the papers presented at conferences on Empirical Methods in Natural Language Processing
and proceedings of Association for Computational Linguistics made use of word
embeddings thanking them for NLP’s breakout. Word embedding technique is
a good example of a successful application of unsupervised learning. The main
benefit of word embeddings is that they don’t require expensive annotation and
can be derived from large unannotated corpora. Existing applications using pretrained embeddings showed that they can be used in downstream tasks when
only a small amount of labeled data is available.
In the following subsections I will give a short review of the history of word
embeddings followed by the description of the current word embeddings based
on language modeling. The focus will be laid on neural word embeddings, i.e.
word embeddings learned by a neural network because it will give a foundation
to the sentiment-specific word embeddings introduced by Tang et al.
4.1

Brief History

Vector space models as a family have been initially used in distributional semantics. These models gave continuous representation of words and influenced
further development of statistical language modeling, including Latent Semantic
Analysis and Latent Dirichlet Allocation. The word embedding technique was
initially introduced by Bengio et al. who reduced the high dimensionality of
words representations in contexts by “learning a distributed representation for
words” (Bengio et al., 2003). Collobert and Weston (2008) introduced a paper
where they described a neural network architecture that formed the foundation
for the current approaches used for learning word vectors. This area developed
gradually and really took off after 2010, mostly due to the improvements in
terms of the quality of vectors and the training speed of the model. The broadest acceptance of word embeddings came with the work of Mikolov et al. (2013)
in 2013 who created word2vec, a toolkit that allows both training and use of
pre-trained word embeddings, i.e. word representations that have been learned

on a large corpus using word2vec. It was a signal that word embeddings had
reached the main stream.
4.2

Word Embedding Models

Every feed-forward neural network that takes words as input and embeds them as
vectors into a lower multi-dimensional vector space, produces word embeddings
as the weights of the first layer (also known as embedding layer) after the stage
of fine tuning through back-propagation. The difference between such a neural
network and the method introduced in word2vec is computational complexity.
Whereas word embeddings are a by-product for the feed-forward neural network
and it is too expensive to compute them for the large vocabulary, generating word
embeddings is an explicit goal of word2vec. This is the main reason why word
embeddings became popular only in 2013 when Mikolov et al. (2013) proposed
two architectures for learning word embeddings that are computationally less
expensive than all previous models.
Initial language models are quite closely connected to recent word embedding
models. The quality of original language models is measured based on their
ability to learn a probability distribution over words in V . Similarly, many stateof-the-art word embedding models try to predict the next word in a sequence.
The following subsections introducing evolution of language models will share
the same notation:
– training corpus containing a sequence of T training words w1 ,w2 ,w3 , · · ·, wT
which belong to a vocabulary V whose size is |V |;
– context of n words;
– each word is associated with an input embedding v w with d dimensions and
an output embedding v 0 w ;
– Jθ is an objective function to optimize against with regard to a model’s
parameters θ;
– fθ (x) is a score that a model outputs for every input word ngram x.
Classic neural language model Bengio et al. (2003) proposed a classic neural
language model which is a feed-forward neural network that can predict the next
word in a sequence. Their model is a prototype which was gradually improved
by the following approaches. The general constituent parts of a neural language
model are still to be found in the recent word embedding models:
– Embedding Layer: a layer that generates word embeddings by multiplying an index vector with a word embedding matrix;
– Intermediate Layer(s): fully-connected layer that applies a non-linearity
to the concatenation of word embeddings of n previous words;
– Softmax Layer: the final layer that produces a probability distribution
over words in V which is the network’s main bottleneck because the cost
of computing the softmax is proportional to the number of words in V .

Their model maximizes the objective function: Jθ =

1
T

T
P

logf (wt , wt-1 , · · ·,

t=1

wt-n+1 ), where n is the number of previous words provided to the language
model, f (wt , wt-1 , · · ·, wt-n+1 ) is the output of the model which is the probability p(wt |wt-1 , · · · , wt-n+1 ) calculated as an output from the softmax layer.
Consequently, all the subsequent approaches to the neural language model generation aimed to decrease the computational cost caused by the softmax over a
large vocabulary.
C&W model Collobert and Weston’s model (thus C&W model) shown in
Figure 1 used a multilayer neural network architecture that was analogous to
Bengio et al.’s model, but introduced a different objective function at the learning
phase that avoided expensive computation of the softmax which was an obstacle
in the previous approach.

Fig. 1. The C&W model architecture

The model that consists of four layers (namely lookup → linear → hT ahn →
linear) learned word embeddings based on the syntactic contexts of words. Given
a word sequence “tasty fish served ”, C&W replaces the center word with a random word wr and derives a corrupted ngram “tasty wr served ”. The original
and corrupted word sequences are treated as inputs of the feed-forward neural
network and are mapped to their corresponding lines in the weight matrix of
the network using a one-hot vector representation of the input words. This onehot vector representation performs the function of a lookup table and allows
to quickly find a corresponding line in the weight matrix that further layers of
the neural network should work with. The neural network starts with a random initialization of weights assigned to the connections between the lookup
layer and the first linear layer and uses backpropagation to update the weights
according to its objective function. The training objective is that the original
word sequence should obtain a higher score f θ for a correct word sequence (a

probable word sequence according to Bengio’s model) than for an incorrect one.
The ranking objective function can be optimized by a hinge loss
lossθ (x, xr ) = max(0, 1 − f θ (x) + f θ (xr ))

(1)

where x is an original word sequence, xr is the corrupted sequence, fθ (·) is a
one-dimensional scalar representing the language model score of the input word
sequence, which is calculated as given in Equation 2
f θ (x) = w2 (a) + b2

(2)

a = hT ahn(w1 Lt + b1 )

(3)


 −1 if
hT ahn(x) = x if

1 if


x< − 1

−16x61

x>1

(4)

where L is the lookup table of word embedding and w1 , w2 , b1 , b2 are the
parameters of linear layers (Collobert et al., 2011).
The hingle loss is integrated into the objective function
X X
Jθ =
max(0, 1 − f θ (x) + f θ (xr ))
x∈X w∈V

where x is a window containing n words from the set of all possible windows X.
For each window x a corrupted version xr is produced by replacing x’s center
word with another word w from V . The objective function now maximizes the
distance between the scores output of the model for the correct and the incorrect
window with a margin of 1 (Collobert et al., 2011).
The resulting language model produces embeddings in which syntactically
similar words are placed close together in the vector space. Though the ranking
objective skips the complexity of the softmax, the researchers kept the fullyconnected hidden layers around the hTanh layer in Figure 1, whose aim was to
extract highly non-linear features and it still required expensive computations.
So in total their full model trained about seven weeks with |V |=130000.

5

Sentiment-Specific Word Embeddings

Tang et al. described the algorithm that learns sentiment specific word embeddings (SSWE) which encode sentiment information in the continuous representation of words and model syntactic relations between them. Since all previous studies focused on designing effective features to obtain better classification
performance, this research group tried to make the learning algorithms less dependent on extensive feature engineering. The vector space with word embeddings had to place words with opposite sentiment polarity far apart in the space
(pointing to opposite directions if possible). The research group designed three

feed-forward neural networks where the syntactic and/or sentiment information
was integrated into their loss functions. Sentiment-specific word embedding were
learnt from 10 million tweets with 5 million tweets marked as positive (they contained positive emoticons) and 5 million negative tweets (with explicit negative
emoticons). Tweets with less than 7 words were discarded, @user and URLs were
removed from the rest of the tweets in a preprocessing stage. The exact neural
network parameters used for training are provided in Section 3.2 in Tang et al.
(2014). Final experiments on applying SSWE to a benchmark Twitter sentiment
classification dataset in SemEval 2013 showed that
– SSWE reaches 84.89% F-score in the task of predicting positive/negative
polarity of tweets which is comparable to the SemEval 2013 top-performed
system based on manually created features extended by automatically generated sentiment lexicons (84.73% F-score);
– if SSWE features are concatenated with the existing feature set of the topperformed system, the F-score is 86.58% which beats the best performing
system;
– sentiment-specific word embeddings are able to capture the sentiment information of texts and distinguish words with opposite sentiment polarity
which is not the case in traditional neural models like C&W and word2vec.
Following the traditional C&W model described in Section 4.2 Tang et al. developed three neural networks that integrated initially only sentiment information
and finally could combine both sentiment and syntactic information in the learnt
word embeddings.

5.1

Basic Model 1 (SSWEh )

The first idea of integration of the sentiment information into the word embeddings was by utilizing a sliding window of ngrams (word sequences of 3, 6 and
9 words) across an input because sentences vary in length. This method had
to predict sentiment distribution of a text based on its input ngrams. The distributed representation of higher layers were interpreted as features describing
the input in the neural network. Therefore, the continuous vector of the top layer
was used to predict the sentiment distribution of an input text.
Unlike C&W, SSWEh did not not generate any corrupted ngram, but it had
hard constraints. The top layer of the C&W model was modified to correspond
to two sentiment polarity labels (positive and negative) and a softmax layer was
added on top while the softmax layer could “squash” the vector to a probability
distribution over the word sequences from the input layer. Therefore, the distribution for positive/negative classification was of the form [1,0] for positive and
[0,1] for negative. The architecture of the neural network with 50 neurons in the
hidden layer corresponding to 50 dimensions representing each input ngram is
given in Figure 2.

Fig. 2. SSWEh for learning unigram embeddings (sliding window = 3)

The cross-entropy error of the softmax layer was calculated using the equation:
1
X
lossh (x) = −
fkg (x) · log(fkh (x))
k=0

where f g (x) is the gold sentiment distribution, f h (x) is the predicted sentiment
distribution and k denotes the number of sentiment polarity labels (positive and
negative in this case).
But predicting a positive ngram as [1,0] and a negative ngram as [0,1] is
too strict. The distribution of [0.1, 0.9] or [0.8, 0.2] can also be interpreted.
The updated version of SSWEh was named as SSWEr because it had relaxed
constraints.
5.2

Basic Model 2 (SSWEr )

Similar to SSWEh , SSWEr also did not produce any corrupted ngrams. The
relaxed constraints of the updated neural network were reflected in its ranking
objective function. Like the original model, it had all four layers from SSWEh
starting from the bottom, namely lookup → linear → hT ahn → linear, but
the top softmax layer was removed because SSWEr did not need probabilistic
interpretation of its output layer.
The ranking objective function was optimized by a hinge loss:
lossr (x) = max(0, 1 − δ s (x)f0r (x) + δ s (x)f1r (x)
where f0r (x) is a predicted positive score, f1r (x) is a predicted negative score,
δ s (x) is an indicator function of the sentiment polarity of a tweet, where f g (x)
is a gold sentiment polarity of a tweet:


1 if f g (x) = [1, 0]
(5)
δ s (x) =
−1 if f g (x) = [0, 1]

It means that the closer the predicted sentiment polarities are to the gold
sentiment polarities, the less is the calculated lossr (x). But if they deviate from
the gold polarities, a hinge loss increases linearly with the increase in the observed difference from the gold sentiment polarities (both positive and negative).
The ranking objective function of SSWEr integrated sentiment polarity information into the word embeddings, but it left out syntactic contexts of words that
contained valuable information as well. So the research group came up with the
idea of combining both semantic and syntactic information in the loss function
of the unified model named SSWEu to learn sentiment specific embeddings.
5.3

Unified Model (SSWEu )

A unified model SSWEu was developed as an extension to the previous two neural
networks that could learn sentiment-specific word embedding, but disregarded
syntactic contexts of words. The model had to combine both properties and be
able to both capture the sentiment information of tweets as well as the word
contexts. SSWEu is sketched in Figure 3.

Fig. 3. SSWEu for learning unigram embeddings (sliding window = 3) extended by
the sentiment polarity of a tweet in the input layer

The model received an original or corrupted word sequence and the sentiment
polarity of a tweet as an input. Similar to C&W model SSWEu could predict a
two-dimensional vector for each input word sequence in the form of two scalars:
(f0u , f1u ), where f0u is a language model score and f1u is a sentiment score of an
input word sequence. The training objectives of SSWEu are that
– the original word sequence should obtain a higher language model score
f0u (x) than the corrupted ngram f0u (xr ),
– a sentiment score of the original ngram f1u (x) should be more consistent with
the gold polarity annotation of a tweet than the corrupted ngram f1u (xr ).

The loss function of SSWEu linearly combined two hinge losses with the hyperparameter α set to 0.5 as the best found value weighing both parts equally:
lossu (x, xr ) = α · lossθ (x, xr ) + (1 − α) · lossus (x, xr )

(6)

where lossθ (x, xr ) is a syntactic loss function from Equation 1, lossus (x, xr )
is a sentiment loss defined as follows:
lossus (x, xr ) = max(0, 1 − δ s (x)f1u (x) + δ s (x)f1u (xr )
The first part of Equation 6 with lossθ (x, xr ) makes sure that the first training objective is reached ((1) the original word sequence should obtain a higher
language model score f0u (x) than the corrupted ngram f0u (xr )) and the second
part of Equation 6 with lossus (x, xr ) has to meet the second training objective
((2) a sentiment score of the original ngram f1u (x) should be more consistent
with the gold polarity annotation of a tweet than the corrupted ngram f1u (xr )).
5.4

Tweet Features Extraction and Sentiment Classification

Tang et al. explored min, average and max convolutional layers to obtain the
tweet representation that has a constant length that can be used by a classifier
(similar to Pang et al. (2002)). They used sentiment-specific word embeddings
from SSWE that they trained for unigrams, bigrams and trigrams separately
with the same neural network and the same parameter settings. The context of
each unigram are two unigrams (a preceding and a following word), the context
of bigrams and trigrams are their neighboring bigrams and trigrams correspondingly. It means that they used windows of 3 words (for unigrams), of 6 words
(for bigrams), and of 9 words (for trigrams) to obtain the unigram, bigram and
trigram embeddings, respectively. They employed continuous representation of
words obtained as tweet features in SSWEu . Each tweet was represented as the
concatenation of unigram/bigram/trigram vectors that underwent convolutional
operations x ∈ {min, max, average}. The result of the concatenation of vectors
after the convolution on unigram, bigram and trigram representations was:
z(tw) = [z max (tw), z min (tw), z average (tw)]
where z(tw) is a tweet representation and z x (tw) is the result of the convolutional
operation x ∈ {min, max, average}. Each type of a convolutional operation z x is
applied to unigram, bigram and trigram representations of a tweet tw separately.
The output of z x is the concatenation of results obtained after the convolutional
operations performed on unigram, bigram and trigram embeddings, respectively.
5.5

Sentiment-Specific Word Embeddings versus Other Approaches

The sentiment classifier was built for the obtained tweet representations with
manually annotated sentiment polarity taken from the latest Twitter sentiment
classification benchmark dataset provided in SemEval 2013 (Nakov et al., 2013).

The results achieved with the bag-of-words approach described in Pang et al.
(2002) are compared with the sentiment-specific word embeddings trained by
Tang et al. and provided in Table 1. The top part of the table shows that the
results of the bag-of-words model based on unigrams or the combination of uni-,
bi- and trigrams are significantly worse than in the experiments based on SSWE.
The bottom part of the table shows the performance of the system trained with
sentiment-specific word embeddings using a unified model that turned out to be
the best performing neural network among the three networks developed for the
experiments. The third line of the table (SSWEu ) refers to the approach where
features without borrowing any sentiment lexicons or hand-crafted features were
used for the supervised learning. The following line with SSWEu +NRC stands
for the SSWEu extended with the feature set of NRC (the top-performed system
in SemEval 2013). SSWEu +NRC-ngram refers to the SSWEu in which only the
unigrams of NRC feature set were used, but ngrams were discarded.

Method
Macro-F1
SVM+unigram (Pang et al.) 74.50
SVM+uni/bi/tri-gram
75.06
SSWEu (Tang et al.)
84.98
SSWEu +NRC
86.58
SSWEu +NRC-ngram
86.48

Table 1. Macro-F1 on positive/negative classification of tweets

The results show that SSWEu outperforms Pang et al.’s approach and useful discriminative features can be automatically learned from a big dataset. It
performs on par with the state-of-the-art manually designed features and can distinguish words with opposite sentiment polarity. According to the results stated
in Tang et al.’s paper, if the automatically learned sentiment-specific word embeddings are further extended with the feature set of NRC, the system pushes
the state-of-the-art to 86.58% in macro-F1. Nevertheless, a direct comparison of
the results achieved by Tang et al. to the best performing system (NRC) would
be incorrect, because the participants of SemEval 2013 worked with the datasets
that contained positive, negative and neutral tweets. But Tang et al. worked
with the subset of the available dataset that included only positive and negative
tweets.

6

Conclusions

I reviewed two approaches to sentiment classification task in this paper. The
initial work of Pang et al. (2002) showed the system performance if a bag-ofwords representation is used followed by different classifiers. It turned out that

sentiment classification task is more difficult than topic categorization task for
which bag-of-words approach followed by machine learning algorithms produced
considerably better results than the same strategy applied to the sentiment classification task. They concluded that sentiment could be expressed in a more
subtle manner than topics that could be identified by text keywords alone. But
the pioneer work of Pang et al. was used by later approaches to build upon.
With the expansion of word embeddings and their success in many natural
language processing tasks new research started and suggested an approach that
builds on top of the word embedding models combined with the traditional machine learning approaches under a supervised learning approaches. Thus, Tang
et al. (2014) showed the system that produces sentiment specific word embeddings that incorporate context information of traditional word vectors learnt
by traditional neural networks through a combination of both aspects in the
loss function used to update the weights in the suggested feed-forward neural
network. These models augment word embeddings in such a way that they can
distinguish words that appear in similar contexts and have opposite sentiment
polarity at the same time. The unified SSWE model combines syntactic context of words and their sentiment information at the same time. The resulting
sentiment-specific word embeddings used as features to the final classifier outperform both bag-of-words features and traditional word embeddings used as
features. The approach of Tang et al. is rather complex and more computationally expensive than the approach described in the pioneer system of Pang et al.
But better selected features provided to the final classifier significantly improved
the overall sentiment classification results.
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